
Transaction Log Logical Architecture
The SQL Server transaction log operates logically as if the transaction log is a string of log 

records. Each log record is identified by a log sequence number (LSN). Each new log record is written to 
the logical end of the log with an LSN that is higher than the LSN of the record before it.
Log records are stored in a serial sequence as they are created. Each log record contains the ID of the 
transaction that it belongs to. For each transaction, all log records associated with the transaction are 
individually linked in a chain using backward pointers that speed the rollback of the transaction.
Log records for data modifications record either the logical operation performed or they record the before 
and after images of the modified data. The before image is a copy of the data before the operation is 
performed; the after image is a copy of the data after the operation has been performed.
The steps to recover an operation depend on the type of log record:

 Logical operation logged
o To roll the logical operation forward, the operation is performed again.
o To roll the logical operation back, the reverse logical operation is performed.

 Before and after image logged
o To roll the operation forward, the after image is applied.
o To roll the operation back, the before image is applied.

Many types of operations are recorded in the transaction log. These operations include:
 The start and end of each transaction.
 Every data modification (insert, update, or delete). This includes changes by system stored 

procedures or data definition language (DDL) statements to any table, including system tables.
 Every extent and page allocation or deallocation.
 Creating or dropping a table or index.

Rollback operations are also logged. Each transaction reserves space on the transaction log to make sure 
that enough log space exists to support a rollback that is caused by either an explicit rollback statement or 
if an error is encountered. The amount of space reserved depends on the operations performed in the 
transaction, but generally is equal to the amount of space used to log each operation. This reserved space 
is freed when the transaction is completed.
The section of the log file from the first log record that must be present for a successful database-wide 
rollback to the last-written log record is called the active part of the log, or the active log. This is the 
section of the log required to do a full recovery of the database. No part of the active log can ever be 
truncated.

Transaction Log Physical Architecture

The transaction log is used to guarantee the data integrity of the database and for data recovery. The 
topics in this section provide the information about the physical architecture of the transaction log. 
Understanding the physical architecture can improve your effectiveness in managing transaction logs.
The transaction log in a database maps over one or more physical files. Conceptually, the log file is a 
string of log records. Physically, the sequence of log records is stored efficiently in the set of physical 
files that implement the transaction log.
The SQL Server Database Engine divides each physical log file internally into a number of virtual log 
files. Virtual log files have no fixed size, and there is no fixed number of virtual log files for a physical 



log file. The Database Engine chooses the size of the virtual log files dynamically while it is creating or 
extending log files. The Database Engine tries to maintain a small number of virtual files. The size of the 
virtual files after a log file has been extended is the sum of the size of the existing log and the size of the 
new file increment. The size or number of virtual log files cannot be configured or set by administrators.
The only time virtual log files affect system performance is if the log files are defined by 
small size and growth_increment values. If these log files grow to a large size because of many small 
increments, they will have lots of virtual log files. This can slow down database startup and also log 
backup and restore operations. We recommend that you assign log files a size value close to the final size 
required, and also have a relatively large growth_increment value
The transaction log is a wrap-around file. For example, consider a database with one physical log file 
divided into four virtual log files. When the database is created, the logical log file begins at the start of 
the physical log file. New log records are added at the end of the logical log and expand toward the end of
the physical log. Log truncation frees any virtual logs whose records all appear in front of the minimum 
recovery log sequence number (MinLSN). The MinLSN is the log sequence number of the oldest log 
record that is required for a successful database-wide rollback. The transaction log in the example 
database would look similar to the one in the following illustration.

When the end of the logical log reaches the end of the physical log file, the new log records wrap around 
to the start of the physical log file.

This cycle repeats endlessly, as long as the end of the logical log never reaches the beginning of the 
logical log. If the old log records are truncated frequently enough to always leave sufficient room for all 
the new log records created through the next checkpoint, the log never fills. However, if the end of the 
logical log does reach the start of the logical log, one of two things occurs:

 If the FILEGROWTH setting is enabled for the log and space is available on the disk, the file is 
extended by the amount specified in growth_increment and the new log records are added to the 
extension. For more information about the FILEGROWTH setting, see ALTER DATABASE 
(Transact-SQL).

 If the FILEGROWTH setting is not enabled, or the disk that is holding the log file has less free 
space than the amount specified in growth_increment, an 9002 error is generated.

If the log contains multiple physical log files, the logical log will move through all the physical log files 
before it wraps back to the start of the first physical log file.

Checkpoints and the Active Portion of the Log
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Checkpoints flush dirty data pages from the buffer cache of the current database to disk. This minimizes 
the active portion of the log that must be processed during a full recovery of a database. During a full 
recovery, the following types of actions are performed:

 The log records of modifications not flushed to disk before the system stopped are rolled forward.
 All modifications associated with incomplete transactions, such as transactions for which there is 

no COMMIT or ROLLBACK log record, are rolled back.
Checkpoint Operation.

A checkpoint performs the following processes in the database:
 Writes a record to the log file, marking the start of the checkpoint.
 Stores information recorded for the checkpoint in a chain of checkpoint log records.

One piece of information recorded in the checkpoint is the log sequence number (LSN) of the 
first log record that must be present for a successful database-wide rollback. This LSN is called 
the Minimum Recovery LSN (MinLSN). The MinLSN is the minimum of the:

o LSN of the start of the checkpoint.
o LSN of the start of the oldest active transaction.
o LSN of the start of the oldest replication transaction that has not yet been delivered to the 

distribution database.
The checkpoint records also contain a list of all the active transactions that have modified the 
database.

 If the database uses the simple recovery model, marks for reuse the space that precedes the 
MinLSN.

 Writes all dirty log and data pages to disk.
 Writes a record marking the end of the checkpoint to the log file.
 Writes the LSN of the start of this chain to the database boot page.

Activities That Cause a Checkpoint
Checkpoints occur in the following situations:

 A CHECKPOINT statement is explicitly executed. A checkpoint occurs in the current database 
for the connection.

 A minimally logged operation is performed in the database; for example, a bulk-copy operation is
performed on a database that is using the Bulk-Logged recovery model.

 Database files have been added or removed by using ALTER DATABASE.
 An instance of SQL Server is stopped by a SHUTDOWN statement or by stopping the SQL 

Server (MSSQLSERVER) service. Either action causes a checkpoint in each database in the 
instance of SQL Server.

 An instance of SQL Server periodically generates automatic checkpoints in each database to 
reduce the time that the instance would take to recover the database.

 A database backup is taken.
 An activity requiring a database shutdown is performed. For example, AUTO_CLOSE is ON and 

the last user connection to the database is closed, or a database option change is made that 
requires a restart of the database.

Automatic Checkpoints
The SQL Server Database Engine generates automatic checkpoints. The interval between automatic 
checkpoints is based on the amount of log space used and the time elapsed since the last checkpoint. The 
time interval between automatic checkpoints can be highly variable and long, if few modifications are 
made in the database. Automatic checkpoints can also occur frequently if lots of data is modified.
Use the recovery interval server configuration option to calculate the interval between automatic 
checkpoints for all the databases on a server instance. This option specifies the maximum time the 
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Database Engine should use to recover a database during a system restart. The Database Engine estimates 
how many log records it can process in therecovery interval during a recovery operation.
The interval between automatic checkpoints also depends on the recovery model:

 If the database is using either the full or bulk-logged recovery model, an automatic checkpoint is 
generated whenever the number of log records reaches the number the Database Engine estimates
it can process during the time specified in the recovery interval option.

 If the database is using the simple recovery model, an automatic checkpoint is generated 
whenever the number of log records reaches the lesser of these two values:

o The log becomes 70 percent full.
o The number of log records reaches the number the Database Engine estimates it can 

process during the time specified in the recovery interval option.
For information about setting the recovery interval, see How to: Set the Recovery Interval (SQL Server 
Management Studio).
Automatic checkpoints truncate the unused section of the transaction log if the database is using the 
simple recovery model. However, if the database is using the full or bulk-logged recovery models, the log
is not truncated by automatic checkpoints. For more information, see Transaction Log Truncation.
The CHECKPOINT statement now provides an optional checkpoint_duration argument that specifies the 
requested period of time, in seconds, for checkpoints to finish. For more information, see CHECKPOINT 
(Transact-SQL).
Active Log
The section of the log file from the MinLSN to the last-written log record is called the active portion of 
the log, or the active log. This is the section of the log required to do a full recovery of the database. No 
part of the active log can ever be truncated. All log records must be truncated from the parts of the log 
before the MinLSN.
The following illustration shows a simplified version of the end-of-a-transaction log with two active 
transactions. Checkpoint records have been compacted to a single record.

LSN 148 is the last record in the transaction log. At the time that the recorded checkpoint at LSN 147 was
processed, Tran 1 had been committed and Tran 2 was the only active transaction. That makes the first log
record for Tran 2 the oldest log record for a transaction active at the time of the last checkpoint. This 
makes LSN 142, the Begin transaction record for Tran 2, the MinLSN.
Long-Running Transactions
The active log must include every part of all uncommitted transactions. An application that starts a 
transaction and does not commit it or roll it back prevents the Database Engine from advancing the 
MinLSN. This can cause two types of problems:

 If the system is shut down after the transaction has performed many uncommitted modifications, 
the recovery phase of the subsequent restart can take much longer than the time specified in 
the recovery interval option.

 The log might grow very large, because the log cannot be truncated past the MinLSN. This occurs
even if the database is using the simple recovery model, in which the transaction log is generally 
truncated on each automatic checkpoint.
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Replication Transactions
The Log Reader Agent monitors the transaction log of each database configured for transactional 
replication, and it copies the transactions marked for replication from the transaction log into the 
distribution database. The active log must contain all transactions that are marked for replication, but that 
have not yet been delivered to the distribution database. If these transactions are not replicated in a timely 
manner, they can prevent the truncation of the log. For more information, see How Transactional 
Replication Works.

Write-Ahead Transaction Log

This topic describes the role of the write-ahead transaction log in recording data modifications to 
disk. For basic information about transaction logs, see Transaction Log Overview.
SQL Server uses a write-ahead log (WAL), which guarantees that no data modifications are written to 
disk before the associated log record is written to disk. This maintains the ACID properties for a 
transaction. For more information about transactions and ACID properties, see Transactions (Database 
Engine).
To understand how the write-ahead log works, it is important for you to know how modified data is 
written to disk. SQL Server maintains a buffer cache into which it reads data pages when data must be 
retrieved. Data modifications are not made directly to disk, but are made to the copy of the page in the 
buffer cache. The modification is not written to disk until a checkpoint occurs in the database, or the 
modification must be written to disk so the buffer can be used to hold a new page. Writing a modified 
data page from the buffer cache to disk is called flushing the page. A page modified in the cache, but not 
yet written to disk, is called a dirty page.
At the time a modification is made to a page in the buffer, a log record is built in the log cache that 
records the modification. This log record must be written to disk before the associated dirty page is 
flushed from the buffer cache to disk. If the dirty page is flushed before the log record is written, the dirty 
page creates a modification on the disk that cannot be rolled back if the server fails before the log record 
is written to disk. SQL Server has logic that prevents a dirty page from being flushed before the 
associated log record is written. Log records are written to disk when the transactions are committed.
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